THE SENTIFI ENGINE
BETTER INVESTMENTS WITH
COLLECTIVE INTELLIGENCE

Abstract
This white paper outlines Sentifi’s strategies, methodologies, and
technologies to extract the wisdom of the financial crowd from
unstructured and structured data, in order to make better
investment decisions.

The Financial Crowd – Influencer Qualification
The insights extracted from a dataset can only be as good as the dataset itself. Unlike
social media monitoring companies, Sentifi doesn’t listen to everybody on social
media – such as people posting cat videos – but only to influencers.
At Sentifi, influencers are defined as the
qualified and ranked sources (persons or
organisations) that can have an impact on a
topic, for example companies, currencies or
commodities. Sentifi uses a combination of
supervised and unsupervised machine
learning to score the financial relevance of
the content published by a source. Sources
surpassing a defined score threshold qualify
as influencers and therefore are being
monitored. So far, Sentifi has processed 200
Million sources, out of which 14 Million
qualify as influencers by our definition. At
#Dieselgate
the moment, the engine processes 2 Million
sources per day.

Traders vs. Activists – Influencer Classification
The Volkswagen emissions scandal was already being discussed by activists before
financial market participants took note of it and the stock price tanked. Sentifi
identifies a variety of influencer types such as executives, journalists and activists,
covering the range of views held about a wide range of asset classes. To classify
influencers, Sentifi uses a deep learning model, which distinguishes 17 different
influencer categories. The accuracy of the model is currently 92%.
For a complete list of influencer categories, please consult table 1 in the appendix.
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Measuring Influence – The Influencer Score
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Some influencers, such as George Soros are generally known. Others, such as the exFBI cybersecurity expert, who specifically tweets about security vulnerabilities at
Oracle, are not. Sentifi does not simply measure the influence score in general, but by
specific asset. That means the ex-FBI cybersecurity expert receives a high influencer
score when talking about Oracle, but a low score for Walmart. For every asset
discussed by the 14 Million influencers, Sentifi calculates one specific influencer
score. This results in a collection of over 70 million influencer scores, which are
calculated and updated whenever a source publishes a news article, blog article or
tweet. The influencer score is based on a proprietary mathematical formula, taking
into account a wide variety of data points, such as the number of followers and
friends, novelty and originality of tweets, bot detection, interaction, and more.
For a summary of the influencer score methodology, please consult table 2
in the appendix.

Happy Birthday Tesla - The Content Relevance Score
Some tweets published by Elon Musk affect the Tesla stock price, others are
completely irrelevant – such as the happy birthday message he tweeted on the
company’s birthday. Sentifi not only scores influencers, but also the content they
publish. The content relevance score is based on a combination of supervised and
unsupervised machine learning and scores the financial relevance of each news
article, blog article and tweet published by the 14 million influencers. This process is
another important step to filter out noise and focus on signals.
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Apple Inc or Apple Pie? - Named-Entity Recognition

Most of Sentifi’s competitors focus either on U.S. or European stocks whereas Sentifi
has chosen a global approach to recognise topics from the beginning. The advanced
keyword matching approach can identify a comprehensive number of so-called
topics, which by definition are the objects of analysis in financial markets: Sentifi
recognises 50’000 companies mentioned in news articles, blog articles and tweets.
This includes every publicly listed company in the world – from New York to New
Delhi. But there’s more to it than that: Sentifi can identify every currency, the most
popular cryptocurrencies and all major commodities. Furthermore, Sentifi also
identifies locations, people and legislation. The advanced keyword matching
approach has a precision of 99% and empowers Sentifi to process 1 Billion news
articles, blog articles and tweets per month. Currently, Sentifi is developing its own
deep event recognition capability, enabling the engine to automatically detect and
add new companies and identify connections between them.
To see our top-level named entity categories and their number,
please consult table 3 in the appendix.

What’s hot? – Attention vs. Moving Average
Sentifi can identify 50’000 stocks, but which one
should you take a closer look at? Measuring
attention for a company, currency or commodity by
the number of mentions clearly would not make
sense because Apple, Amazon and Google would
always rank at the top of the list. Sentifi measures
the attention vs. the moving average, or in other
words, the percentage by which the attention for a
topic deviates from the average attention. If a few
hundred influencers start discussing the potential
acquisition of a company in South Africa that you
never heard of, you may want to get ahead of the
market and consider an investment, or keep an eye
on future developments.
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Deal or No Deal – Event Recognition

#Brexit
#ParadisePapers

Even though only a few hundred influencers talk
about the South African company, you don’t need to
read all the messages to understand what it’s all
about. Event recognition will tell you in two words,
what (event) is being discussed in relation to a
specific topic (company, currency, etc.), so you
quickly know why a particular company is receiving
high attention. Or maybe you want to find out which
companies are discussed in relation to Mergers &
Acquisition? Sentifi currently recognises 300
different event types with 9’000 possible event
names. Event recognition has, at present, a
precision of 86%. Sentifi is currently developing its
own deep event recognition capability, that will
increase event recognition precision and provide the
capability to discover events in the future with
unknown names, such as Brexit or Paradise Papers.

For our event taxonomy, please consult table 4 in the appendix.

Positive, Negative or Neutral? – Text Sentiment Detection
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When it comes to sentiment detection, Sentifi follows a two-step strategy. Our
baseline model identifies the sentiment for the text as a whole (news article, blog
article or tweet). The higher-level model is target-specific and detects the sentiment
for each company mentioned in the text individually. This means that the tweet “Apple
wins lawsuit against Samsung” will be identified as “positive” for Apple and “negative”
for Samsung. The target-specific model currently works for the 45’000 globally listed
companies and has a precision of 81%. Supplementary models to identify targetspecific sentiments for currencies, commodities and other topics are currently being
developed.
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Asset Sentiment – The Sentiment Score
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Sentiment recognition for texts is useful, but it is even more useful when text
sentiments are aggregated and scored for each asset. This gives you insights about
how positive or negative the sentiment for Apple currently is and how it has
developed over time. The Sentiment score indicates the sentiment for each asset by
assigning a score between -100 and +100, is updated every 15 minutes and
calculated for different points in time (e.g. now) or different periods of time (e.g. last
month, last year).

Company, Industry, and Sector – Data Aggregation
Using Google’s Bigtable system, Sentifi aggregates data for industries, sectors,
countries and regions. This enables you to compare a company’s sentiment or
attention to its industry, sector, country or region.

Bringing it all together – Combining Methodologies
While all methodologies developed by Sentifi are already useful individually, their
utility increases exponentially when they are combined. Do you want to know who
the top 10 influencers commenting on a company are? Or which influencer group
talks most negatively about a particular company? Or how much attention a
company gets compared to its industry, sector or regional peers? By combining
Sentifi’s methodologies, all these questions can be answered.
Please consult table 5 in the appendix for more information about the quality of our models.
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Other Methodologies
In addition to the above-mentioned
methodologies, Sentifi also has a bot
detection machine learning model and a
message similarity detection vector
model. These automatically detect if a
text was retweeted, copied and pasted
or only slightly altered. Moreover, Sentifi
uses a named-entity relevance score
that identifies for which company a
particular message is most relevant
when several topics are mentioned. An
additional algorithm picks the most
representative message out of a group
of messages.

Data Sets & Data Volume
Currently, Sentifi has 1 year of data history
curated from our 14 Million influencer
universe, consisting of 12 billion news
articles, blog articles and tweets. The data
includes EOD stock prices and earnings data
from over 30’000 stocks, asset allocation
data from over 120’000 funds, EOD prices for
over 200 currencies and commodities as
well as index prices for 250 indices. Sentifi is
building the capability to extract 3 years of
data history by the end of 2019.
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Appendix

Table 1:
Influencer Categories
Financial Market Professionals

Other Stakeholders

Brokers

Activists

Financial Advisors

General Public

Financial Analysts

Government Employees

Fund/Portfolio Managers

Journalists

Investor Relations

Legal & Compliance

Management

Media

Risk Professionals

Politicians

Retail Investors
Traders
Other Financial Professionals

Table 2:
Influencer Score Methodology
Filter

!
Content
Relevance Score

35%

35%

15%

10%

5%

+0-20%

Novelty

Reach

Orginality

Interaction

Coverage

Credibility
Bonust

How many times
did the Influencer
report a new event
or was among the
first 10?

How many people
can an influencer
reach and how
many actually
read what she
writes?

How original are
the texts of an
influencer?

How much do
people interact
with the content
of an influencer?

How much of the
discussion about
a named entity/in
genneral does the
influencer cover?

How credible is
the influencer?

First Influencer to
report an event
Within the first 10 to
report about an event
Bots cannot be news
breakers

Number of followers
Number of list
participations
Impressions

Original Tweets
Ratio of original to
total Tweets
Average number of
Tweets per day

General interaction
Interaction with texts
about specific
named-entities

Number of general
Tweets
Number of Tweets
about specific
name-entities

Verified status
Influencer belongs to a
relevant category
Policymaker
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Appendix

Table 3:
Named-Entity Categories
Named-Entity Categories

Number of Named-Entities

Companies

50’000

Government Organisation, IGOs, NGOs

1’000

Currencies

1’000

Commodities

100

Sectors

11

Industries

148

Countries, Regions

205

Table 4:
Event Taxonomy
Systematic

Unsystematic

Corporate

Economic

Environmental

Financial Market

Polotical

Regulatory

Societal

Technological

Financial

Commodities

Energy

Forex Market

Conflict & Crisis

Commercial Law

Community &
Culture

Research &
Innovation

Market

Economic
Indicators

Pollution &
Waste

Stock Market

Deals &
Agreements

Legislations

Health & Age

Technological
Trends

Operations

Economic
Cycles

Animal
Welfare

Central Banks

Government
Actions

Regulators

Consumers

Digital Security

Governance

Economic
Policies

Product
Lifecycle

Debt Market

Elections &
Referendums

Trade Law

Workers

Compliance

Other

Natural Hazards

Other

Policies &
Politicians

Other Law

Other

HR

Disasters &
Natural Hazards
Emissions &
Climate
Nature &
Resources

Biodiversity

Climate Change
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Appendix

Table 5:
Data Quality
Methodology

Definition

Influencer Classification

Classifying influencers into
groups e.g. trader, activist,
journalist, etc.

92%

Influencer Scoring

Measuring the influence of a
source over the financial
crowd when talking about a
specific asset

95%

Bot Dectection

Identifying bot sources

91%

Content Relevance Scoring

Scoring the financial
relevance of a text

97%

Named-Entity Recognition

Identifying asset and other
named-entities in a text e.g.
Apple, US Dollars, Crude Oil.

97%

Event Recognition

Recognising actions by
named-entities or things
that happen to them e.g
M&A, product recall,
sanction, etc.

86%

Dectecting the sentiment
within a message (positive,
neutral, negative). For
companies the sentiment
can be dectected
target-specifically.

81%

Sentiment Dectection

Precision/Accuracy
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